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Performance Analysis and Optimal Selection of Large
Minimum Variance Portfolios Under Estimation Risk
Francisco Rubio, Xavier Mestre, and Daniel P. Palomar

Abstract—We study the realized variance of sample minimum
variance portfolios of arbitrarily high dimension. We consider
the use of covariance matrix estimators based on shrinkage and
weighted sampling. For such improved portfolio implementations,
the otherwise intractable problem of characterizing the realized
variance is tackled here by analyzing the asymptotic convergence
of the risk measure. Rather than relying on less insightful classical
asymptotics, we manage to deliver results in a practically more
meaningful limiting regime, where the number of assets remains
comparable in magnitude to the sample size. Under this framework, we provide accurate estimates of the portfolio realized risk
in terms of the model parameters and the underlying investment
scenario, i.e., the unknown asset return covariance structure.
In-sample approximations in terms of only the available data observations are known to considerably underestimate the realized
portfolio risk. If not corrected, these deviations might lead in
practice to inaccurate and overly optimistic investment decisions.
Therefore, along with the asymptotic analysis, we also provide
a generalized consistent estimator of the out-of-sample portfolio
variance that only depends on the set of observed returns. Based
on this estimator, the model free parameters, i.e., the sample
weighting coefficients and the shrinkage intensity defining the
minimum variance portfolio implementation, can be optimized so
as to minimize the realized variance while taken into account the
effect of estimation risk. Our results are based on recent contributions in the field of random matrix theory. Numerical simulations
based on both synthetic and real market data validate our theoretical findings under a non-asymptotic, finite-dimensional setting.
Finally, our proposed portfolio estimator is shown to consistently
outperform a widely applied benchmark implementation.
Index Terms—Asymptotic analysis, estimation risk, minimum
variance portfolio, performance evaluation, portfolio selection,
random matrix theory, realized variance.
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I. INTRODUCTION
A. Background and Research Motivations

T

HE foundations of modern portfolio theory were laid by
Markowitz’s ground-breaking article [1], where the idea
of diversifying a portfolio by spreading bets across a universe
of risky financial assets was refined and generalized. Markowitz
proposed a more sophisticated approach based on combining the
assets so as to optimize the risk-return tradeoff achieved by the
portfolio. In practice, Markowitz’s mean-variance optimization
framework for solving the canonical wealth allocation problem
relies on the statistical estimation of the first two unknown moments, i.e., the expected values and covariance matrix of the
asset returns from sample market observations.
In general, the uncertainty inherently associated with imperfect moments estimates represents a major drawback in the application of the classical Markowitz framework. Indeed, the optimal mean-variance solution has been empirically observed to
be significantly sensitive to deviations from the true input parameters. In addition, and aside from computational complexity
issues, the estimation of the parameters is involved, mainly due
to the instability of the parameter estimates through time. Generally, estimates of the covariance matrix are more stable than
those of the mean returns. Thus, many studies disregard the estimation of the latter and concentrate on improving the sample
performance of the so-called global minimum variance portfolio
(GMVP); see arguments in [2].
In the financial literature, the previous source of portfolio
performance degradation is referred to as estimation risk.
Especially when the number of securities is comparable to
the number of observations, estimation errors may in fact
prevent the mean-variance optimization framework from being
of any practical use. In fact, for severe levels of estimation
risk, naive portfolio allocation rules turn out to represent a
firm candidate choice. A prominent example is the strategy
obtained by equally weighting the assets without incorporating
any knowledge about their mean and covariance [3]. For the
case of standard moment estimators and under arguably restrictive statistical assumptions, the consistency and distributional
properties of sample mean-variance portfolios and their performance has been analyzed and characterized in the literature;
see, most recently, [4]–[6], and also the list of references therein
for earlier contributions.
Commencing with particularly high activity and contribution
levels in the 1980’s, there exists a vast literature on portfolio
selection methods accounting for estimation risk by explicitly
dealing with the lack of robustness and stability of the sample
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mean-variance solution. We do not intend to exhaustively review here, but some remarks on the two main lines of approach
are in order; we refer the reader to [7] and [8] for a thorough
treatment of the subject. One class of methods based on convex
analysis and nonlinear optimization techniques focuses on formulations of the allocation problem where robustness to estimation errors is achieved by means of the explicit modeling of parameter uncertainty regions. Conceptually, assuming worst case
bounds on the input parameters may not be effective in practice
since no information is used about the distribution of the estimated parameters within the uncertainty boundaries.
On the other hand, instances of a second family of methods
of statistical or probabilistic nature are approaches based on
Bayesian and Steinian shrinkage estimation. This class of
methods seek efficiency by weighting a sensible prior belief
and the classical sample estimator in inverse proportion to
their dispersion (see, e.g., [9] and [10]). As a matter of fact,
this class of techniques provides a rather general framework
for understanding different forms of portfolio corrections and
performance improvements tackling estimation risk. Indeed,
explicit links have been found between the latter and the robust
optimization solutions introduced above, which turn out to be
possibly interpreted from a shrinkage estimation perspective
[11]. Furthermore, constraining1 the portfolio weights has been
additionally noted to be equivalent to adding some structure
to the covariance estimation problem as obtained through
Bayesian or shrinkage-based procedures [2]. Arguably, the
latter constitutes an effective way helping to avoid overfitting
the sample data and to improve the stability of the realized portfolio solution out of sample and over time (see also [12], where
the authors investigate the effects of norm-constraints in the
solution of the weight vector). The application of Bayesian and
shrinkage approaches is not limited to the moment estimation
problem alone, but can indeed be extended to incorporate any
prior belief directly on the portfolio weights. Linear shrinkage
solutions optimally combining different portfolio allocation
rules, such as the GMVP, the portfolio with equal weights and
the tangency portfolio (cf. Section II) have been reported in
[13]–[16].
Alternative approaches have been proposed based on resampling techniques [17] and [18], as well as stochastic programming and also robust estimation. In these cases, the emphasis is
on robustifying estimators that are efficient under the assumption of Gaussian asset-returns, and which are usually highly sensitive to deviations from the distributional assumption (see, e.g.,
[19] and references therein). Finally, a line of contributions from
statistical physics initiated by [20] and [21] have been reporting
on a methodology based on random matrix theory. The underlying idea consists of preserving the stability over time of the
covariance matrix estimator by filtering noisy eigenvalues conveying no valuable information. The cleaning mechanism relies
on the empirical fact that relevant information is structurally
captured by some few eigenvalues, while the rest can be ascribed to noise and measurement errors and resemble the spectrum of a white covariance matrix (see also [22]).
1Usual constraints on the allocation weights that are typically considered in
the portfolio construction process are those modelling the self-financing characteristic of the investment rule, as well as budget and short-selling restrictions.

In this paper, we concentrate on the out-of-sample variance
as a statistical measure of portfolio realized risk. In practice, the
term volatility is used, namely referring to the annualized standard deviation of the portfolio returns. In particular, we focus on
the analysis and estimation of the out-of-sample variance realized by the GMVP, and in particular on implementations thereof
based on the combination of Bayesian or James-Stein shrinkage
and sample weighting.
Due to the instability problems and fundamental difficulties
associated with forecasting returns, the GMVP represents indeed an important instance of portfolio construction in the financial literature. In particular, we remark its long-standing standard use for covariance forecast evaluation from an economic,
practical perspective (as opposed to a purely statistical criterion) [23]. Additionally, the GMVP has been recently generating an increasing interest as an investment strategy for improved risk-adjusted performance (see, e.g., [24]).
The impact of the estimation error on the out-of-sample
performance of GMVP implementations based on the standard
sample covariance matrix (SCM) has been already analyzed
in the literature (see, e.g., [5] and [22]). On the other hand,
in-sample approximations of the realized variance based on
the SCM are known to underestimate the realized risk, which
renders overly optimistic any investment assessment and
decision based on estimated realized variance. However, the
extension of the statistical performance analysis of GMVP
implementations based on the SCM to the case of improved
shrinkage estimators is not straightforward. Since the statistical
characterization of the realized variance in finite dimensions is
not affordable, we will consider an asymptotic analysis relying
on the limiting regime defined by both the number of return
observations and also the number of portfolio constituents
going to infinity at the same rate. Such an asymptotic setting
will prove to be more convenient to characterize realistic,
finite-dimensional practical conditions, where sample-size and
number of assets are comparable in magnitude. In particular,
we resort to some recent results from the theory of the spectral
analysis of large random matrices, which as in [18] and contrary
to the random matrix theoretical contributions from statistical
physics [20] and [21], are based on Stieltjes transform methods
and stochastic convergence theory.
Before outlining the contributions and structure of the work,
we draw some connections between the subject of the paper and
classical methods in the statistical signal processing literature.
Specifically, the GMVP optimization problem is intimately related to the problem of signal waveform estimation via linear
Capon or minimum variance distortionless response filtering
in sensor array processing and wireless communications (see,
e.g., [25] and [26]). In this problem, the main issue is again the
estimation of the unknown observation covariance matrix, for
which also both Bayesian and regularization methods are widely
applied. Indeed, robust methods are similarly well-known and
extensively used in signal processing applications (see examples in, e.g., [27] and [28]). In particular, shrinkage methods
for robust covariance matrix estimation are intimately related to
the so-called diagonal loading regularization technique in array
signal processing (see, e.g., [26] and [27]). Finally, analyses of
weighted sample estimators of covariance matrices can be found
in [29] and [30].
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B. Contributions and Structure of the Work
The main contributions of the paper are as follows. We
first characterize the out-of-sample performance of sample
minimum variance portfolios based on the aforementioned improved covariance matrix estimators by analyzing the convergence of the achieved realized variance in the more meaningful
double-limit regime introduced above. Our analysis extends
the state-of-the-art to the case of shrinkage covariance matrix
estimators possibly using sample weighting.
Furthermore, we provide a consistent estimator of the realized variance that is defined in terms of only the observed returns. Based on the former estimator, we then propose a class of
GMVP implementations given by the set of sample weighting
coefficients and the shrinkage intensity parameter calibrated so
as to minimize the realized variance. In essence, an optimal parameterization is obtained by effectively correcting the risk underestimation effect of naive standard estimators of the realized
variance.
The emphasis of our work is on the theoretical characterization of the risk realized by GMVP implementations under
more general statistical and modeling assumptions than those
considered by the state-of-the-art. However, both our asymptotic approximations and the proposed GMVP implementations
have been numerically validated for finite dimensions via simulations with synthetic as well as real market data. In particular, comparison against the widely applied benchmark given
by the shrinkage covariance matrix estimator provided in [10]
and [31] has positively assessed the practical applicability of the
proposed solutions.
The structure of the work is as follows. After the brief
literature account and introductory research motivations in
this section, Section II introduces the modeling details and the
covariance forecasting schemes considered in this paper. The
problem of evaluating the out-of-sample performance of large
minimum variance portfolios is also explained. In Section III-B,
we provide a characterization of the performance of improved
GMVP estimators based on sample weighting and James-Stein
shrinkage. In addition, the observed deviations from optimal
performance are corrected in Section III-C, where we propose
a class of improved minimum variance portfolios for high-dimensional settings. Section IV presents some simulation results
validating our theoretical findings and Section V concludes the
contribution by summarizing the paper. Technical results and
proofs are relegated to the appendices.
C. Notation
All vectors are defined as column vectors and designated with
bold lower case; all matrices are given in bold upper case; for
both vectors and matrices a subscript will be added to emphasize dependence on dimension, though it will be occasionally
dropped for the sake of clarity of presentation;
will be used
for the th entry of a vector;
denotes transpose;
denotes
the
identity matrix;
denotes an -dimensional
vector with all entries equal to one;
denotes the matrix trace
operator; and denote the real and complex fields of dimension specified by a superscript;
denotes imaginary part
of the complex argument;
denotes the set of positive real
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numbers;
;
denotes expectation; given two quantities
,
will denote both quantities are asymptotic equivalents, i.e.,
, with
denoting almost sure convergence;
denote constant values
not depending on any relevant quantity, apart from the latter on
a parameter ;
denotes absolute value; and
denotes the
Euclidean norm for vectors and the induced norm for matrices
(i.e., spectral or strong norm), whereas
denotes Frobenius
norm, i.e., for a matrix
with eigenvalues denoted
by
,
, such that
, and spectral radius
,
,
,
.
II. DATA MODEL, ESTIMATION AND PROBLEM FORMULATION
Consider the time series with the logarithmic returns of
financial assets over an investment period with time-horizon
, which we model as conventionally in terms of the expected
and unexpected return contributions in the following vector stochastic process:
(1)
where and are the expected value and covariance matrix of
the asset returns over the investment period, and is a random
vector with independent and identically distributed (i.i.d.) entries having mean zero and variance one. We will denote by
the information set of events up to the discrete-time instant
, i.e., the -field generated by the observed series
. Conditional on the observation available up to the investment decision time, the covariance matrix of the stochastic
process is given by definition by
. Additionally, we let
denote the sample data
matrix with the past return observations.
We are interested in the problem of optimal single-period or
static minimum variance portfolio selection. Let
denote the vector of asset holdings in units of currency for the investment period of interest normalized by the total outstanding
wealth, such that
. Since we only consider the case
of a single-period investment horizon, in the sequel we will omit
the time subscript. Then, the portfolio variance over the investment period of interest is given by
. Accordingly, the global minimum variance portfolio selection problem
can be mathematically formulated as the following quadratic
optimization problem with linear constraints:

where the constraint
guarantees that the budget requirements are met over the investment period. As usual, and
for the sake of clarity of presentation, we will assume that logarithmic returns are well approximated by their linear counterparts, so that we can claim the additivity of returns over both
portfolio assets and intertemporally. We shall assume without
loss of generality that the forecasting sampling frequency coincides with the rebalancing frequency. In particular, forecasts are
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based on return data over a prescribed estimation window up to
the time of the investment decision.
The solution to the former optimization problem is straightforwardly given by
(2)
In fact, the GMVP is clearly also the solution to the general
, as it
mean-variance portfolio optimization problem if
is often assumed over short investment periods. In particular,
notice that the variance achieved by the GMVP solution in (2)
is given by
(3)
In practice, is unknown and so it must be estimated from
market data observations. In the following, we briefly elaborate
on the classical forecasting settings that are customarily applied
to estimate the covariance matrix, which is the only input parameter of the minimum variance portfolio optimization framework.
Specifically, we consider in the first place the conventional assumption according to which the returns over consecutive investment periods are independent and identically distributed,
and the covariance matrix is approximated by its unconditional
estimator. Then, we turn our attention to conditional forecasting
models based on linear and stationary stochastic processes; finally, we shortly comment on heteroscedastic models allowing
for some time-variability of the multivariate volatility process.
A. The Case of IID Returns: Weighted Sampling and Shrinkage
Estimation
Under the classical assumption of i.i.d. returns, the covariance matrix is modeled as constant over the entire estimation
interval. Hence, the standard covariance forecast, henceforth denoted by , is given in terms of a rolling-window by the (unconditional) sample covariance matrix, i.e.,
(4)
A classical extension of the standard SCM estimator in (4)
considers the effect of weighting the sample observations. Let
be a diagonal matrix with nonnegative entries,
such that
. Specifically, the weighted sample
covariance matrix is

(5)
Weighted estimators are usually applied in order to reduce variability and improve the stability of parameter estimators, for
instance by using stratified random sampling [32]. A related
structure is the one obtained by the nonparametric bootstrap,

for which the weights represent the number of times the corresponding observation appears in the bootstrap sample [33].2 In
the context of asset allocation, Authors of [36] (see also [17])
suggests averaging a sequence of portfolios obtained by resampling with replacement from the originally available sample.
Regarded as bootstrap aggregating of bagging, such averages
are used in statistics for variance reduction purposes as well as to
stabilize the prediction out-of-sample performance as a remedy
to overfitting (see, e.g., [37, Ch. 10]). In particular, the bootstrap method is typically used to provide small-sample corrections for possibly consistent but biased estimators. However, in
high-dimensional settings, the standard application of the bootstrap generally yields inconsistent estimates of bias. An asymptotic refinement of the conventional bootstrap-based bias correction (see, e.g., [38] for standard methodology) is provided in
[18] by resorting to random matrix theoretical results.
A further common extension to (possibly weighted) sample
estimation relies on the widespread family of Steinian (JamesStein-type) shrinkage estimators of the mean and covariance
matrix of the observed samples. By means of regularizing or
shrinking the estimator (5), we define:
(6)
is the
where the nonrandom positive-definite matrix
shrinkage target or, from a Bayesian perspective, the prior
knowledge about the unknown , and is the shrinkage intensity parameter. Clearly, if the shrinkage intensity parameter is
equal to 0 and
, then the standard SCM estimator
is recovered. A typical example of shrinkage target for the
. Shrinkage estimators in
covariance estimation is
the context of portfolio optimization were first proposed in
[39] (see also [10], and [40] for a study of the combination of
resampling and shrinkage).
B. Accounting for Serial Dependence: Conditional Models
The former unconditional estimators of the moments of
the asset returns are particularly well-suited for situations of
static nature. Under a more general setting challenging the
i.i.d. assumption, although a period-by-period computation of
the sample statistics by means of a rolling window can indeed
allow for some return predictability, the dynamic behavior of
the input parameters is best modeled in practice by taking into
account conditional information. We next show how particular
cases of widespread conditional covariance forecasting models
can be handled by a weighted sample covariance matrix for a
certain choice of the sampling weights.
For the sake of a more precise motivation, we first recall
some empirically observed properties or attributes of time series of asset returns, the so-called stylized facts in the theory
and practice of finance (see [41], and also [42] for a textbook
2We assume that the choice of weights is given; possible weighting schemes
range from the standard simple random sampling with replacement (i.e.,
uniform resampling following a multinomial distribution) to sampling from
the empirical distribution of the asset returns with nonuniform weights by
assigning, for instance, different resampling probabilities to the different
observations using importance sampling (see, e.g., [34], [35] for more details).
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exposition).3 Concerning their distributional properties, it has
been observed that return series are leptokurtic or heavy-tailed
(except for long time intervals, for which the log-normal assumption seems reasonable, at least for well-diversified portfolios), and extreme return values usually appear in clusters. Regarding their dynamics, conditional expected returns are usually negligible (at least relative to volatility values) and, more
importantly, are not independent though exhibit little serial correlation. Conversely, squared returns, which are often used as a
proxy of the unobserved covariance, show profound evidence
of positive serial correlation with high persistence.
If we set aside the time variability of conditional covariances
(i.e., particularly for long-term horizons), the dynamic dependence structure of the asset returns can be captured irrespectively of whether its origin is momentum, mean-reversion, or
lead-lag relations by conditionally modeling the mean via a
vector auto-regressive moving-average process (VARMA) with
both orders equal one:
(7)
where
and
are square fixed parameter matrices, we
have defined
, and for the sake of clarity of exposition and without loss of generality we have assumed as often
in practice that the unconditional mean is equal to zero. The
process is customarily assumed to be weakly (second-order or
covariance) stationary and ergodic, as well as stable and invertible (see [43] for detailed characterization of multivariate time
series models). VARMA processes of higher orders than the
VARMA (1, 1) in (7) are reported in the literature to be of less
practical interest [44], and even further restrictions leading to
first-order vector autoregressions (i.e.,
) are most often
considered (see [45], and the more recent account in [46]). In
the large-dimensional portfolio setting, parsimony is crucial to
maintain the efficiency and low complexity of the model estimation process, and so different simplifications based on structural restrictions are usually considered in practice. In particular, in the case of processes with scalar parameter matrices
and
, the population covariance matrix
has a particular sparse structure, separable into cross-sectional
and temporal covariance components, which we will denote
by . Under the assumption of spherically distributed vector returns, the sample covariance matrix of a spatio-temporal process
with separable covariance structure, e.g., the class of VARMA
processes with scalar parameter matrices, can be written as the
weighted sample covariance matrix
, where the entries of
are defined in terms of the eigenvalues of the temporal
correlation matrix. In particular, we notice that, under the assumption of Gaussian returns, the sample covariance matrix is
a doubly correlated Wishart matrix.
According to the VARMA model, the conditional covariance remains constant regardless of the data. Especially for
3Although these facts approximately hold unchanged for different time intervals, some characteristics might arguably vary depending on the sampling frequency. According to the time elapsed between return observations, one might
differentiate among long-term returns (e.g., weekly, monthly or yearly returns)
and short-term returns (i.e., daily returns). We have omitted purposely a further
category including high-frequency data (i.e., intraday, tick data), as it requires
different statistical methodologies which we will not consider in this work.
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short-term horizons (e.g., daily returns), the observed features
of the volatility process are best accounted for by conditional heteroscedastic models, such as the class of exponential
weighted moving average (EWMA) covariance matrix estimators. First, proposed in [47], the EWMA model constitutes a
common choice among practitioners for market risk estimation,
as well as portfolio optimization [48]. As in the case of the covariance forecasts based on conditional VARMA models with
separable spatio-temporal correlation structure, the class of
EWMA estimators can also be modeled by using the weighted
sample covariance matrix
, where now
is defined in
terms of a smoothing parameter characterizing the decay of the
exponential memory.4
Both covariance forecasts from VARMA models as well as
the EWMA estimator have been recently considered and analyzed in the statistical physics literature using a similar asymptotic analysis toolset in the context of financial applications [49].
Here, our analytical framework provides a means to evaluate the
previous forecasts not as isolated statistical objects but in a practical application of minimum variance portfolio selection.
C. Evaluating the Performance of the Sample GMVP:
Realized Variance
The quality of a portfolio rule implementing the GMVP in
(2) based on a forecast or in-sample prediction of the covariance
matrix can be measured by its achieved out-of-sample or realized variance
, which is a measure of the portfolio risk. In the particular case we are handling here, namely
GMVP implementations based on the covariance matrix estimators in (6), which is denoted by
and given by
(8)
we have

(9)
As discussed in the introduction, for a small sample-size and
relatively large universe of assets, the out-of-sample or realized
variance of a GMVP construction can be expected to considerably differ from the theoretical minimum variance bound in
(3). This bound is attained by a GMVP implementing the true
covariance matrix, which is unknown and unavailable. Therefore, it is of interest to understand the performance degradation
incurred by using instead an estimator of the covariance matrix. Furthermore, it is as well important to devise methodologies to improve the achieved performance of practical GMVP
implementations relying on a covariance matrix estimator. To
4Other possible and common choices of the weights for the past returns
(adding up to 1) are equal weights (i.e. a rectangular window with equal
weights), exponential weights (i.e. equivalent to an exponential moving
average), weights following a power-law decay, or long memory weights
(decaying logarithmically slowly).
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that effect, it is of interest to obtain the set of weights
and
the shrinkage parameter
minimizing the realized variance in
(9). In practice, however, an estimator of the realized variance
is to be used instead in order to optimize the previous parameters, since the realized variance in (9) is unobservable. In this
sense, notice that a GMVP construction given by directly optimizing the clairvoyant or oracle realized variance in (9) represents bound on the achievable performance in practice, namely
given by optimizing using an estimator of the realized variance.
In this paper, we extend existing analyses of the statistical
properties of the realized variance of the GMVP based on the
standard SCM estimator to the case of the improved and widely
used shrinkage covariance matrix estimators. In particular, we
characterize the out-of-sample performance deviations due to
estimation risk as measured by the realized variance in (9).
To that effect, we specifically analyze the convergence of the
random variable in (9) as both the number of return observations
and the number of assets grow large at the same rate. A limiting
expression for the realized variance is derived in terms of the
nonrandom model and scenario parameters. Furthermore, we
provide a mechanism to calibrate the parameters
defining the unconditional covariance matrix estimator
in
(6) so as to optimize the achieved out-of-sample performance.
III. OUT-OF-SAMPLE CONVERGENCE ANALYSIS
ASYMPTOTIC CORRECTIONS

AND

In this section, we provide the main two results of the paper,
namely the asymptotic characterization of the realized variance
of the GMVP in Section III-B, and the generalized consistent
estimation of the GMVP in Section III-C. Before stating the
results, we provide our modeling assumptions and clarify the
limiting regime under consideration.
A. Modeling Assumptions and Asymptotic Regime
Before proceeding with our asymptotic analysis, we first
identify the key quantities of study describing the realized
variance in (9). Assuming as before that
is constant over
the estimation window, we notice that the data observation
matrix can be written as
, where
. Now, we let
be
a diagonal matrix defined by the eigenvalues of the matrix
. Though not
strictly necessary for the application of our analytical framework, we will assume that the columns of
are spherically
distributed random vectors. In particular, an
dimensional
random vector is said to be spherically distributed if its distribution is invariant under orthogonal rotations; see, e.g., [50,
Ch. 2]. Examples of spherical distributions are the multivariate
normal distribution, Gaussian mixtures as well as the multivariate t-distribution. Student’s t-distribution are known to
represent a fairly accurate model of asset returns in portfolio
selection problems (see, e.g., [51]). Then, in particular, observe
that we can write the weighted sample covariance matrix
for the class of unconditional and conditional covariance matrix
estimators in Sections II-A and II-B, respectively, as

where we have used the fact that

(10)
along with the invariance of the return distribution
to orthogonal transformations. Notice that, under
the Gaussian assumption, the matrix in (10) is matrix-variate normal distributed, i.e.,
, or equivalently,
;
is a central quadratic
see [52, Sec. 3.3.2]. Consequently,
form (central Wishart distributed if
). We remark
at this stage that the previous assumption on spherically distributed returns is only imposed in order to facilitate tractability
and therefore exposition; however, the analytical framework
we develop in the sequel can equivalently accommodate
the analysis of the realized variance under no distributional
assumption on the zero-mean and unit-variance entries of ,
after some mere algebraic manipulations essentially relying on
the matrix inversion lemma (cf. identity (20) in Appendix I-A).
For the purposes of compactly presenting our results, it will
be of interest to define the
dimensional matrix
, along with
. Furthermore, we will also consider the following two key quantities, respectively defined in terms of the denominator and numerator of the expression of the realized variance in (9):
(11)
(12)
Then, using the previous definitions, it is straightforward to see
that we can write
(13)
Therefore, the study of the out-of-sample performance of the
GMVP based on the covariance matrix estimator in (6), and as
characterized by the realized variance in (9), can be based on the
analysis of the ratio in (13). The characterization of the random
variable
in terms of a distributional analysis is not
feasible for the general modeling assumptions above. Instead,
we pursue a characterization based on an asymptotic analysis
that relies on a limiting regime where both the number of sample
return observations and also the dimension of the investment
universe (i.e., the number of assets in the investment universe)
go to infinity at the same rate. Classical asymptotic theory for
time series analysis and mathematical statistics deals with the
case where
is fixed and
. However, a double-limit
regime is of more relevance for practical and empirical applications, where both the cross-section dimension and the length
of the observation period can be of the same order of magnitude, and, in particular, the ratio
is not necessarily close
to zero. Such is the case of applications handling large sets of
high-dimensional data, or low sample-size panels of relatively
small dimensional observations. Specifically, we will consider
the limiting regime defined as
such that
(14)
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Quantities that, under the former double-limit regime, are
asymptotically equivalent to a given a random variable, both
depending on
and , will be referred to as asymptotic
deterministic equivalents, if they only depend upon nonrandom
model variables, and generalized consistent estimators, if they
depend on observable random variables (e.g., sample data
matrix). In Section IV, numerical simulations will be used to
validate the appropriateness of the former double-limit asymptotic regime.
Once the problem has been reduced to the study of the asymptotic behavior of the quantities
and
, we proceed in the
following two subsections with their asymptotic analysis and
consistent estimation. Our findings generalize former results on
the characterization of quadratic forms depending on the eigenvalues and eigenvectors of the sample covariance matrix (see
[53, Prop. 1], [54, Ch. 4], and [55, Th. 1]). Before that, we introduce a purely technical hypothesis that will be required in the
derivation of our results:
Assumption 1: The deterministic nonnegative matrices
and
have spectral norm bounded uniformly in
and
,
i.e.,
and
,
respectively.
B. Asymptotic Performance Analysis: An RMT Approach
We next provide our first main result about the characterization of the asymptotic behavior of the realized variance of a
GMVP using shrinkage estimation and weighted sampling for
covariance matrix forecasting.
Define
and
, where
and
, with
being the unique positive solution to the following system of equations [56, Prop. 1]:
(15)
Then, we have the following theorem establishing the almost
sure asymptotic convergence of (13).
Theorem 1: (Asymptotic Deterministic Equivalent): Under
Assumption 1, the following asymptotic equivalence holds true:

the theoretical risk. Hence, the previous result is clearly of valuable interest on its own for characterization purposes as well as
for scenario evaluation in investment analysis and risk management applications. We remark the study of nontechnical implications and further empirical evaluation of this result is outside
the scope of our paper. However, for the purposes of calibrating
the covariance matrix estimator for optimum GMVP performance, Theorem 1 is clearly of no use as it is given in terms of
the unknown covariance matrix . Instead, an estimate of the realized variance given in terms of the available information (i.e.,
the return observations) is required. To that effect, while
in
the denominator of the realized variance in (13) is already given
in terms of observable data only, the numerator
happens to
be defined in terms of the unknown covariance matrix . Theorem 1 represents a proxy to the derivation of the next result
providing an improved estimator of
that, unlike the plug-in
rule, is consistent in the limiting regime under consideration.
C. Consistent Estimation of Large Dimensional GMVPs
The parameters defining the covariance matrix estimator in
(6), i.e.,
and
, effectively represent a set of degrees of
freedom with respect to which the realized or out-of-sample performance of a GMVP construction can be improved. In order to
calibrate the estimator parameterization or, equivalently, optimize the previous set of parameters so as to minimize the realized variance, only the available sample data and certainly not
the unknown can be used. To that effect, from the discussion
above and the dependence upon the unknown covariance matrix
, the estimation of
is required. Let
(17)
Before presenting our main estimation result, we provide the
following intermediate estimator:
Proposition 1: Under Assumption 1, a generalized consistent
estimator of
, henceforth denoted by
, is given by the
unique positive solution to the following equation:

Proof: The proof follows from the convergence result (32)
in Proposition 2 (cf. Appendix I-B).
The following theorem provides an estimator of
that is
consistent in the double-limit regime under consideration, i.e.,
as
and such that (14) holds.
Theorem 2: (Generalized Consistent Estimator): Under Assumption 1, we have that
:

(16)
Proof: See Appendix II.
Using Theorem 1, we have that
asymptotically with probability one, where the gap with respect
to the minimum variance bound due to estimation risk is given
by the difference between the right-hand side of (16) and
.
In conclusion, by effectively explaining the randomness associated with the realized risk measure, Theorem 1 serves the purpose of analytically quantifying its well-known deviation from
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(18)
where

is defined as in (17), and

with
being given by Proposition 1. Hence,
consistent estimator of
.
Proof: See Appendix III.

is a strongly
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Using Theorem 2, the problem of obtaining the portfolio optimizing the out-of-sample performance, as measured by the
minimum realized variance, is reduced to optimizing or calibrating the parameters
and
via the following optimization problem:

(19)

where

is given in Proposition 1 and we recall that
and the matrix
depends on the parameters to be calibrated, i.e.,
and
.
Before concluding this section, we summarize the rationale
behind our estimation approach by drawing a comparison to
Ledoit’s estimation methodology in [10] and [31]. In essence,
we provide an improved method for choosing the shrinkage intensity parameter in applications of shrinkage covariance estimation to GMVP optimization by targeting the minimization
of the realized variance itself rather than that of the covariance
matrix estimation error (as measured by the Frobenius norm),
as in [10] and [31]. Even though an accurate covariance matrix
estimator (such as the one following Ledoit’s approach) necessarily leads to a small GMVP realized variance, ours obviously
represents a more sensible approach as it directly addresses the
ultimately desired objective in the GMVP context. Now, as either one of the previous two quantities clearly depend on the unknown true covariance matrix and are therefore not observable,
the optimization of the shrinkage intensity parameter can only
be based on their estimation. Theorem 2 serves this purpose in
our framework. Finally, we remark that in both approaches the
corresponding oracle solution depending on unobservable quantities is approximated by an estimator which is consistent in the
double-limit regime involving not only the number of samples
but also the observation dimension.
IV. NUMERICAL NONASYMPTOTIC VALIDATIONS
In this section, we provide the results of some simulations
illustrating the power of the proposed analytical framework.
In our numerical validations, we will compare the proposed
methodology for shrinkage covariance estimation for a scaled
identity shrinkage target
with Ledoit–Wolf’s solution in [10] (see also [31]), which is oftentimes used as evaluation benchmark in the financial literature as well as in signal
processing under the name of diagonal loading. In particular,
we first consider a set of synthetic data and perform simulations
showing: 1) the accuracy of the asymptotic approximation under
a finite-dimensional settings for a fixed estimator parameterization; and 2) the average performance of the proposed estimator
compared to the competing method. Then, we consider a specific scenario with real market data and show how the proposed
estimator consistently outperforms the competing procedure in
a practical deployment of the GMVP.
We remark that an extensive simulation campaign as well as
a nontechnical but merely empirical analysis of the practical implications of different choices of the shrinkage target
is out-

side the scope of the section and the paper. Moreover, in our
simulations we applied a naive optimization scheme to find the
optimal parameters in the following limited illustrative examples. We do not pursue dealing with practical optimization issues in this work, but rather focus on a representative validation
of the statistical results that we have derived; efficient optimization algorithms based, e.g., on successive convex approximation
(see [57]), are left as future work.
A. Synthetic Data Simulations
We next describe the common simulation setting used for the
two experiments performed with synthetic data. Specifically, we
consider a scenario where return observations are modeled as
i.i.d. normal random vectors with dimension
, mean
zero and covariance matrix given by
, with
. Note that this represents a specific structure for the
correlation among assets, whose individual volatility has been
assumed to be equal to 1 for all of them. In the first set of simulations, we consider the approximation of the realized variance
of a GMVP implementation based on a shrinkage
covariance matrix estimator with fixed shrinkage intensity parameter
and no sample weighting (i.e.,
). The training window length ranges from 20 to 500 sample
observations.
Along with the true realized variance (Oracle), and the minimum variance bound
, in the first numerical experiment we evaluate the approximation accuracy achieved by the
following three different estimates: 1) the asymptotic deterministic equivalent (ADE) provided by Theorem 1, namely given
in terms of the scenario parameters (i.e., here, the covariance
matrix modelling the correlation among assets); 2) the generalized consistent estimator (GCE) provided by Theorem 2; and
3) the estimate given by replacing the unknown covariance matrix in
with Ledoit–Wolf’s covariance matrix estimator (LWE). We remark that the minimum variance bound
is not an informative measure, as it is merely theoretical and
not representative of the actually realized variance. The average
performance as evaluated over 100 Monte Carlo simulations
is illustrated in Fig. 1, shown in percentage in order to unify
with the common practice used for real market data. We can
appreciate how our asymptotic deterministic equivalent accurately approximates the average realized variance, as expected
converging from above with the number of observations to the
minimum variance bound. Despite the standard error of the generalized consistent estimator dominates for low sample sizes,
the approximation given by the proposed estimator uniformly
outperforms Ledoit–Wolf’s estimate over the entire range of
training window lengths. Moreover, the rate of convergence of
the former is clearly considerably higher than that of the latter.
Furthermore, typical sample estimators of the realized variance,
such as those based on the SCM and standard linear shrinkage,
are well known to underestimate the realized risk. This fact is
also apparent from Fig. 1, where the approximation given by
LWE clearly underestimates the GMVP risk. However, on the
contrary, the proposed estimator approximates the realized variance from above, therefore leading to more conservative decisions about the evaluation of the actual risk level. This is particularly interesting from a practical perspective. The former state-
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Fig. 1. Average accuracy of approximation of the realized variance (Oracle)
by the asymptotic deterministic equivalent (ADE), the generalized consistent
estimator (GCE), and the estimate based on Ledoit–Wolf’s shrinkage covariance
matrix estimator (LWE). Minimum variance bound given by theoretical, not
implementable GMVP is also shown.

ments can be summarized by the following observation, which
was already noted in [18]: for large samples and relatively high
observations, it is the biasing effect or underestimation of the
risk measure rather than the estimation error (standard deviation) that dominates the approximation error.
The second experiment with synthetic data is devoted to evaluate the estimation capabilities of the proposed method. In particular, we consider minimizing the realized variance with respect to the shrinkage intensity parameter
. Specifically, in
Fig. 2 we show the average performance obtained by calibrating
so as to minimize in each realization: 1) the true realized
variance depending on the unknown covariance matrix; 2) the
proposed generalized consistent estimator of the realized variance; and 3) the estimator of the realized variance obtained by
using Ledoit-Wolf’s covariance matrix estimator. We observe
that the performance of the proposed estimator quickly converges to the realized or out-of-sample performance, whereas
the convergence of the performance of the competing estimator
is much slower.
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Fig. 2. Average realized variance of GMVP implementation based on
shrinkage covariance matrix estimator with shrinkage intensity optimized by
using the generalized consistent estimator (GCE), and Ledoit-Wolf’s shrinkage
covariance matrix estimator (LWE). Nonachievable variance given by the
optimization of the unobservable or clairvoyant realized variance (Oracle) is
also shown.

Fig. 3. Realized variance achieved out-of-sample over 240 days of Hang Seng
Index real market data by a GMVP implemented using the generalized consistent estimator (GCE), and Ledoit–Wolf’s shrinkage covariance matrix estimator
(LWE).

B. Real Market Data Simulations
We next describe the setup for the rolling-window out-ofsample performance simulations with real market data. We considered the universe of stocks conforming the Hang Seng Index
(HSI). In particular, using dividend-adjusted daily closing prices
from the Yahoo Finance database, continuously compounded
(logarithmic) returns for the 45 constituents of the HSI index
(as of beginning of June 2011) are constructed over two different evaluation periods with duration
days and
, respectively, and both finishing on July 31, 2011.
As conventionally in the financial literature, for instance when
validating the practical significance of covariance matrix forecasts, the out-of-sample evaluation study is defined in terms of a
rolling window as follows. Let be the length, in number of return observations, of the training window for covariance matrix
estimation. Then, starting on the day
of the total evaluation period,
out-of-sample returns are obtained

on the days
from a one-day-ahead GMVP
constructed using covariance estimates based on the last returns. Then, the realized volatilities are computed as the annualized sample standard deviation of the corresponding GMVP
open-to-close returns. The two competing methods are used to
find the shrinkage intensity parameter defining the covariance
matrix estimator. Different training window lengths are considered, namely ranging from 20 to 200 observations. Figs. 3 and 4
show for evaluation periods of 240 days and 480 days, respectively, the annualized standard deviation of the returns obtained
from the portfolios estimated by using the two former methods
for different lengths of the estimation window. The proposed
consistent estimator outperforms the competing method uniformly over the entire span of estimation window lengths, and
for both evaluation periods (which guarantees a minimum degree of practical significance).
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APPENDIX I
TECHNICAL PRELIMINARIES
A. Further Definitions and Auxiliary Relations
Let us first introduce some further definitions that will be
of assistance in proving Theorems 1 and 2, as well as Proposition 1. Recall that we have defined
along with
. With some abuse of nota. Moreover, let
tion, let us also define
and
.
Finally, we define the fixed, nonrandom
dimensional vector
. Then, using the previous definitions, it
is straightforward to see that we can write

Fig. 4. Realized variance achieved out-of-sample over 480 days of Hang Seng
Index real market data by a GMVP implemented using the generalized consistent estimator (GCE), and Ledoit-Wolf’s shrinkage covariance matrix estimator
(LWE).

V. CONCLUSION
In this paper, we have provided an asymptotic framework
for the analysis of the out-of-sample variance realized by arbitrarily large sample minimum variance portfolios. GMVP implementations have been considered that are based on shrinkage
covariance matrix estimation and weighted sampling. To that
effect, we have resorted and extended recent results from the
theory of the spectral analysis of large random matrices. This
random matrix theoretical toolset allows us to investigate the behavior of the realized variance in a practically more meaningful
double-limit asymptotic regime, which is defined by both the
number of return observations and the number of portfolio constituents going to infinity at the same rate. In spite of its asymptotic nature, by keeping both dimensions related to each other
via a fixed ratio, our results have proved to successfully describe
the risk performance of sample minimum variance portfolios
under realistic, finite-size situations of interest.
Specifically, we have derived the limiting expression of the
realized variance in the double-limit asymptotic regime. Our result represents a more accurate approximation of the realized
variance than those provided by standard sample estimators.
Moreover, our proposed estimate approximates the risk measure
from above, and therefore does not suffer from the underestimation effect associated with the standard in-sample estimates.
Based on the previous characterization of the estimation
risk, a correction of the level of risk underestimation of GMVP
constructions based on shrinkage has been proposed that is
consistent in the double-limit asymptotic regime under consideration. Our estimator allows us to optimize the out-of-sample
GMVP performance with respect to the shrinkage intensity
parameter. The proposed calibration rules represent a sensible
GMVP choice improving on standard, usually overly optimistic
minimum variance investment decisions.

We next recall the Sherman–Morrison–Woodbury formula,
or matrix inversion lemma, which will be used repeatedly in the
sequel, i.e.,
(20)
In particular, the next identity for rank-augmenting matrices follows from (20):
(21)
Let

, and also

, where
is
defined by extracting the th column from the data matrix .
In particular, using (21), we get
(22)
Using the definitions in Section III-B, we observe that
(23)
(24)
Additionally, the following definitions will be useful for our
derivations:

In particular, notice that
(25)
Lemma 1: The following relations hold true:
(26)
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(27)
Proof: We first show that
, and then prove that
, so that the result follows finally by
using (24). Let us handle the first equality. Using the definitions
above, by simple partial fraction decomposition, we get
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1]). Moreover, we remark that where
and
,
where
and
are the derivatives wrt.
of, respectively,
and
, namely given by

(30)

(31)
and the first equality follows by using (25). Regarding the
along with (23) we
second equality, using the definition of
notice that

Along with Theorem 3, the following proposition will also be
a key element in proving Theorem 1 and Theorem 2.
Proposition 2: Let the definitions and assumptions on the
data model specified until now hold. Then, for each
,

and the equality follows by introducing the former expression
in
and finally rearranging terms.
(32)
B. Some Useful Stochastic Convergence Results
In the sequel, the matrix
will denote an arbitrary nonrandom matrix having trace norm bounded uniformly
in . Notice that
, and so the Frobenius
norm of
is also uniformly bounded. For instance, if
is an arbitrary nonrandom matrix with uniformly
bounded spectral (in ), then in the cases
and
, we have
and
, respectively. The following
theorem will be instrumental in the proof of our results.
The theorem is originally stated in a more general form for
complex-valued matrices but applies verbatim for matrices
with real-valued entries [58].
Theorem 3: Under Assumptions (As1) to (As3), for each
,

where
are defined as in Theorem
3. Moreover, we also have, for each
,

(33)
where
and
are given by (30) and (31), respectively.
Proof: First, notice that

Moreover, using the matrix inversion lemma in (20) we get

where
of the system of equations:

(28)
is the unique solution in

and, then, write
Moreover, given a symmetric nonnegative definite matrix
, we also have, for each
,
(34)
(29)
In particular, notice that
evaluated at

coincides with
(see [56, Prop.

Now, Theorem 3 yields
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Then, from (34), we finally have that

Furthermore, using (29) in Theorem 3 we get

where,

Regarding the proof of (33), we first notice that

Moreover, the almost sure convergence stated in (32) is uniform
on
, and therefore the convergence of the derivatives
holds by the Weierstrass convergence theorem [59].

for

each
outside the real positive
is the unique solution to the system:

axis,

Then, using

APPENDIX II
PROOF OF THEOREM 1
With the definitions at the beginning of Appendix I-A, and
and
using the fact that
, we first rewrite the result established in
Theorem 1 as

we finally get

where we have the equation at the bottom of the page.
In particular, the asymptotic deterministic equivalent of
lows readily by Theorem 3.
Observe that

fol-

APPENDIX III
PROOF OF THEOREM 2
Again, using the notations introduced in Appendix I-A, we
first rewrite the key elements defining the consistent estimator
in Theorem 2 as
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and

We then show (18), i.e.,

Using (33) in Proposition 2 with
we have that (notice that

and

,
)

and the proof follows by (26) in Lemma 1.
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